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Abstract. MiniZinc was introduced to the world in the CP2007 paper
entitled “MiniZinc: Towards a Standard CP Modelling Language”. It was
our response to the widely discussed need for a standard way of defining
constraint programming problems. In this paper we explore the history
of MiniZinc, as well as its extensions. We discuss the use of MiniZinc for
educating the wider world about constraint programming, as well as its
use in real world applications.

1 Introduction

As part of the Constraint Programming conference in 2006, Lucas Bordeaux,
Barry O’Sullivan and Pascal Van Hentenryck organized a workshop entitled
“The Next Ten Years of Constraint Programming”. The workshop was lively and
generated a lot of discussion. One point that arose strongly during this workshop
was the lack of a standard modelling language for Constraint Programming.
MiniZinc arose as a response to this need.

One of the great challenges to constraint programming (CP) standardization
is the proliferation of different global constraints. Many of them were supported
by exactly one system. A standard for CP modelling needed to be able to create
models that will run on all solvers and not just the solvers which implemented
the correct globals. This was one of the principle aims in designing MiniZinc.

MiniZinc has now been around for over 12 years, and during that time we
have learnt a lot about its strengths and its weaknesses. This paper presents
the main developments in MiniZinc’s history, the extensions that are now part
of its release and its use in: comparing CP solvers, educating people about CP
and real world applications. We also discuss the standardization of CP and
MiniZinc’s potential role there, it was after all the original reason for its design.
We conclude with a discussion of the weaknesses of MiniZinc and a summary of
our perspective after 12 years.

2 A History of MiniZinc

2.1 Inception

The G12 project [51], which started in 2005, was designed to create a new ap-
proach to constraint programming by developing a software platform based on
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three languages. The first was Zinc [37], a new high level modelling language
specifically designed to be solver-independent. The second was Cadmium [22],
a rewriting language for mapping Zinc models to a form suitable for execution.
And the third was the existing language Mercury [48], extended to be used as
a solver implementation language, Importantly, the G12 system (and Cadmium
in particular) was designed to compile a Zinc model down to a working Mercury
program, without taking the data into account for the compilation (i.e., in a
data independent way).

Some time later, it became apparent that while the high-level nature of Zinc
made it an excellent choice for easily modelling problems, its implementation was
a serious challenge. Thus, we began examining the Zinc features that could be
supported without the complex Cadmium rewriting stage. This is how MiniZinc
came into existence, as a stripped down version of Zinc. One of the key differences
between Zinc and MiniZinc as systems is that while Zinc compiles a model into
a data-independent program, MiniZinc compiles one particular instance, i.e., a
model plus one data set, into a constraint program specific to that data. This
approach significantly simplified the compilation process. It also required the
creation of another language, FlatZinc (technically a subset of MiniZinc), as the
target language of the compiler. The resulting FlatZinc constraint program can
then be run by the constraint programming solver selected by the modeller.

The design of MiniZinc and FlatZinc was hurriedly completed and a paper
entitled “MiniZinc, a Standard CP Modelling Language” submitted to CPAIOR
2007, where it was rejected. It was then resubmitted to CP 2007 with the title
“MiniZinc, Towards a Standard CP Modelling Language”, where it was accepted,
thus showing the importance of the right title to a paper. There were some
other small changes, including the inclusion of both an implementation and
experiments.

2.2 Version 0.6-0.7.1: The Core

The first version of MiniZinc was 0.6, released on the 23rd of September 2007,
the first day of CP2007. Note that MiniZinc has always been an open source
project with very liberal licensing. This seemed key for a language designed to
be a standard for the community.

This first version of MiniZinc included all of the important features of the
language. In particular,

– it provided the variable types supported by most CP solvers: integers, floats,
Booleans and sets of integers;

– it also provided array and set comprehensions, as the principle looping con-
struct of MiniZinc models;

– it allowed for the separation of the model files from the data of a particular
instance;

– it supported the declarative definition of predicates, which were then used
to define the default implementation (i.e., decomposition) for a number of
global constraints;
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– it introduced annotations, which add non-declarative information to the
model, such as search strategies; basic search strategies were supported by
borrowing the syntax of the then popular Eclipse [5] system.

The support for user-defined predicates in particular allowed solver writers
to provide a solver specific library (although, at this time, via a single file called
globals.mzn) that effectively declares the internal form of any global constraints
supported by their solver. Critically, a solver could be used to run any MiniZinc
model, even if it did not natively support the global constraints in the model,
since MiniZinc would then use the default decomposition contained in the MiniZ-
inc library. The use of predicates in a reified context was handled automatically
using either decomposition, or direct available support accessible by adding a
suffix _reif to the name.

One of the key reasons for MiniZinc’s success is that it defined a common
interface language to constraint solvers, FlatZinc, that was easy to support, as
its core (restricted to integers) is very small. Essentially, a solver writer only
needs to implement the following propagators: those needed for integer addition,
multiplication, and for (reified and normal versions of) integer relations <, ≤,
̸=, =; one for the element global constraint; and those needed for Boolean
relationships ∨, ∧, ¬. In practice, providing also a propagator for (reified and
normal versions of) linear inequalities and linear equations can lead to much
better treatment of these important constraints.

The initial 29 constraints in the global library were the following: all_different,
all_disjoint, among, at_least, at_most, count, cumulative, diffn, disjoint,
distribute, element, exactly, global_cardinality, increasing, int_set_channel,
inverse, inverse_set, lex_less, link_set_to_booleans, member, minimum,
maximum, partition_set, range, regular, roots, sequence, sort, and sum_pred.

A benchmark suite of MiniZinc models [53] was added in version 0.7.1. This
benchmark suite has become an important resource for CP researchers, with
many papers using a selection of MiniZinc benchmarks for their experiments,
even for systems that do not support MiniZinc e.g. [39,1].

2.3 Versions 1.0–1.6: Better Support for Solvers

Version 1.0 of MiniZinc was released on the 20th of May 2009. This was a major
revision of the system that contained four major changes, mainly designed to
simplify the work of the solver writer.

The first major change relates to the way global constraints were handled.
Rather than a single globals.mzn file, the library was restructured into named
files, essentially one per global. This allowed solver writers to simply overwrite
the default definitions of the global constraints that they implemented, leaving
the other globals to get their default implementation.

The second major change was in output handling. Previously, solvers that
supported FlatZinc had to comply with the output expressions as specified in
the MiniZinc model. From version 1.0, these solvers can simply output the values
of decision variables annotated as output_var or output_array. This output is
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then processed by a separate output process to create the output required by
the MiniZinc model.

The third major change was the ability to redefine FlatZinc builtins. A solver
could now include a redefinitions.mzn file in their library, allowing them
to rewrite FlatZinc builtins to another form. For example, solvers can rewrite
int_gt (>) to int_lt (<). This meant solvers no longer were required to support
all FlatZinc builtins.

The last major change in version 1.0 was the addition of the annotation
type ann. This allowed the definition of nested annotations, thus removing the
need of using strings inside annotations. This was useful, for example, when
declaring variable selection and value selection strategies, since annotations such
as int_search(x, "input_order", "indomain_min", "complete") were now
written as int_search(x, input_order, indomain_min, complete), where
input_order, indomain_min and complete are annotations. It also allowed user
defined annotations to be added to a model, which would then be passed to the
solver, hence allowing solver developers to control their solver from the model
level.

Importantly, version 1.1.4 introduced the first linearization library, which en-
sures all MiniZinc integer constraints are mapped to FlatZinc constraints that
only use linear integer inequalities and equations. In addition, all integer vari-
ables are mapped to 0/1 variables (one per domain value), if this is required by
the linearization. For example, the constraint x != y, where variables x and y
have initial domains 0..3, is mapped to the following constraints:

var 0..3: x; % declares x and its domain
var 0..3: y; % declares y and its domain
array[0..3] of var 0..1: xi; % array of 0/1 variables for x
array[0..3] of var 0..1: yi % array of 0/1 variables for y
constraint sum(i in 0..3)(xi[i]) = 1; % x takes one value
constraint sum(i in 0..3)(xi[i]*i) = x; % xi agrees with x
constraint sum(i in 0..3)(yi[i]) = 1; % y takes one value
constraint sum(i in 0..3)(yi[i]*i) = y; % yi agrees with y
constraint xi[0] + yi[0] <= 1; % x and y not both 0
constraint xi[1] + yi[1] <= 1; % x and y not both 1
constraint xi[2] + yi[2] <= 1; % x and y not both 2
constraint xi[3] + yi[3] <= 1; % x and y not both 3

Thanks to the linearization library, powerful Mixed Integer Programming (MIP)
solvers could be run for the first time directly on constraint programming mod-
els. This allowed MIP solvers to enter the MiniZinc Challenge (see Section 5),
becoming regular participants since then. Surprisingly, this has shown that MIP
solvers are often very competitive even on models that have been originally writ-
ten for CP solving.

The major change in version 1.2.2 (released in November 2010) was the addi-
tion of a tracing ability that allowed modellers to add trace statements to their
models, thus being able to see what was happening, for example, inside complex
comprehension expressions. Version 1.3 (February 2011) improved the handling
of user-defined output. Versions 1.4 (November 2011) and 1.5 (March 2012) and
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1.6 (September 2012) added new built-in functions and global constraint defini-
tions.

2.4 Versions 2.0–2.3.2: Better Support for Modellers

MiniZinc 2.0 was released in December 2014. While this version represented a
complete rewrite of the system, it contained no changes to FlatZinc and, thus,
no changes from the solver writers’ perspective. It however contained four major
changes to the MiniZinc language that were critical for modellers.

The first major change to the language was the addition of support for user-
defined functions. This had many consequences for modellers, including the abil-
ity to add constraints into let declarations (see [50] for details). It also allowed
the system to considerably reduce the number of built-ins that the compiler
had to support, since most functions in the MiniZinc library could now be im-
plemented directly in MiniZinc itself. For example, the previously built-in abs
function could now be defined as:

var int: abs(var int: x) :: promise_total =
let { var int: y;

constraint int_abs(x,y) } in y;

where it is directly mapped to the constraint form int_abs by the usual MiniZinc
function unfolding process. Note the use of the promise_total annotation to
declare that the function is a total function, that is, it does not constrain its
input x. The globals library was thus expanded with functional forms for all
global constraints that are functions, such as global_cardinality.

The second major change was the extension of if-then-else-endif expres-
sions to support variable conditions (rather than just parametric ones, where the
value is known during compilation). This allowed the straightforward definitions
in MiniZinc of many constraints. For example, the abs function could now be
defined in MiniZinc as

var int: abs(var int: x) =
if x >= 0 then x else -x endif;

The third major change was the extension of array comprehensions to use
variables in their where conditions, and to iterate over variable sets. This change
required the introduction of option types [38], which represent values that are
optional or “may not exist”, and made use of the variable condition feature added
to if-then-else-endif expressions. For example, the following code which it-
erates over a set variable:

var set of 1..12: x;
constraint y = sum(i in x)(a[i]);

is syntactic sugar for:

var set of 1..12: x;
constraint y = sum(i in 1..12)

(if i in x then a[i] else <> endif);
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where the <> is the optional value meaning “doesn’t exist”. Since <> is treated
as the identity (0) for sum, the result is as expected.

The last major extension of version 2.0 was the release of a dedicated IDE.
This allowed modellers to install and use MiniZinc as a stand alone application,
with a set of solvers already connected. The introduction of the IDE was essential
in making the MiniZinc system easier to use.

Version 2.1.0 was released in November 2016 and introduced two main exten-
sions. The first was enumerated types, which while internally treated as ranges
of integers, allow for stronger type checking of models and, effectively, help docu-
ment the model. The second main change was support for MiniZinc to read/write
data in JSON format. This makes it much easier to integrate MiniZinc models
inside, for example, web applications.

Version 2.2.0 was released in August 2018 and introduced multi-pass compi-
lation, where the compiler can actually perform a full compilation of the model,
and run root propagation before recompiling, thus allowing it to make use of
the additional information gained by propagation. This is particularly useful for
MIP solvers. See [35] for details.

The latest major release of MiniZinc (as of October 2019), version 2.3.0, was
released in June 2019 and included two major changes. The first was a full reor-
ganization of the globals library to separate the model level view of a global con-
straint, e.g. alldifferent, from the solver level view, e.g. fzn_alldifferent.
This allows more high level model analyses to be performed, since the solver view
still has a known meaning. It also lead to a large expansion of the globals library,
mainly to include global constraints for graph problems. The current globals li-
brary includes 116 global constraints. The second major change in version 2.3.0
was the integration of solver configuration files. This makes it easier to connect
a solver to the MiniZinc system to, for example, run it from the MiniZinc IDE.

Looking at the history of the MiniZinc language, one can see a clear path
for the release of extensions that make it closer to the parent Zinc language,
although the two languages have diverged somewhat. A pleasing aspect of the
whole MiniZinc project has been the stability of FlatZinc. Very little has changed
about FlatZinc since the first release, meaning the job of maintaining support for
MiniZinc by a solver writer is small. In fact, many of the extensions to MiniZinc
have resulted in FlatZinc becoming smaller over its lifetime.

3 MiniZinc for Research

While MiniZinc itself has developed significantly in the 12 years of its existence,
it has also been used as the basis of many research projects and extensions. In
this section we examine some of the most prominent ones.

3.1 Globalizer

Understanding all the global constraints that appear in the Global Constraints
Catalog [6] is a daunting task, and probably beyond any modeller who is not also
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a catalog maintainer. But in order to get the most out of a CP model, modellers
should make use of global constraints. Globalizer [34] is a general approach
to automatically finding candidate global constraints in a model. Critically, it
makes use of separate instances of the model to gain more certainty regarding
the validity of its suggested candidates. Globalizer has been available as part of
the MiniZinc release since version 2.2, and can be selected as a pseudo-solver
from the IDE. It takes the user’s model and one or more data files as input, and
outputs a (possibly empty) set of candidate global constraints whose arguments
are built from the model’s variables, parameters, and expressions. Each candidate
is presented together with the parts of the model (highlighted in the IDE) that
might be able to be substituted by the candidate global constraints.

3.2 Profiler

The MiniZinc Profiler [47] is a profiler system designed and implemented to
be efficient enough to scale for large problems, solver-independent, and capa-
ble of profiling the execution of both propagation and clause-learning solvers.
In addition, the profiler integrates several useful profiling techniques including:
search-tree visualisations that improve on the state of the art, and are more suit-
able for large problems; a technique for automatically finding recurring patterns
in large problems that are often the reason for slow executions, helping the user
to improve their models; two complementary techniques that allow modellers
to evaluate model modifications; and a technique [46,56] for analysing learning
solvers that can aid the modeller in discovering constraints present in the model
that can be strengthened, as well as redundant constraints that can be added
to the model and may result in faster executions for both clause-learning and
traditional solvers. Together, these techniques allow modellers to find high qual-
ity solutions faster by aiding them in making effective model modifications. The
profiler is expected to be released with the next version of MiniZinc.

3.3 FindMUS

Debugging of constraint models is notoriously difficult due to the large concep-
tual gap between the model the user writes and the execution of the solver.
One particular type of bug that is common when modelling complex problems
is that the model is simply logically inconsistent, i.e., the only answer returned
by the solver is that the problem is unsatisfiable. Minimal Unsatisfiable Subsets
(MUSes) can help the modeller find their mistake: a MUS is a set of constraints
that together is inconsistent, but removing any constraint from the set makes
it satisfiable. The FindMUS tool [36] uses the high-level structure of MiniZinc
models to find MUSes more quickly, and at the same time present the resulting
MUSes in terms of the constraints that the user wrote (rather than the FlatZinc-
level solver constraints). FindMUS has been available as a pseudo-solver in the
MiniZinc release since version 2.2.
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3.4 MiniSearch

MiniSearch [40] tackles the one of the weaknesses of MiniZinc search annotations:
they only support fairly simple search constructs, but do not offer enough flexibil-
ity to express popular meta-searches such as Large Neighbourhood Search, multi-
objective optimisation, and/or search, or interactive optimisation. MiniSearch
essentially extends MiniZinc with scripting functionality, by using a solver inter-
face that allows the MiniSearch system to query a solver for the next solution
to a model, and refer to the last solution returned. Even this narrow interaction
model is enough to specify many interesting search strategies including the ones
mentioned above. MiniSearch is still actively used, according to the number of
bug reports and feedback we receive. While this proves that the basic idea is
valuable, we decided to discontinue support for this feature quite early after
releasing the prototype: the implementation proved to be more complex than
anticipated, and the language itself had subtle semantic issues due to being em-
bedded in the main MiniZinc language. We will therefore take the lessons we
learnt from this project, and replace MiniSearch with an incremental Python
interface to MiniZinc. This will offer essentially the same functionality, but give
users the flexibility and stability of a mature scripting language.

3.5 Stochastic MiniZinc

Stochastic MiniZinc [41] extends MiniZinc models with annotations to specify
two-stage and multi-stage stochastic optimization problems. A stochastic MiniZ-
inc model, together with data files defining a set of scenarios to investigate, can
then be solved by any stochastic optimization approach. This, yet again, helps
separate the modelling of the problem from its solving. The approaches we ex-
plored were determinization (building the deterministic equivalent), policy-based
search (where we use and-or search over stages), progressive hedging (which in-
crementally drives toward a joint solution of first stage variables) and newly de-
veloped methods such as scenario-based learning [25]. Many of these approaches
depend on iteratively solving variants of the model, originally implemented us-
ing MiniSearch. Given the importance of stochastic problems in practice, we are
aiming to incorporate this functionality in the main MiniZinc release once the
incremental Python-based scripting features are available.

3.6 MiniBrass

MiniBrass [43] is a substantial extension of MiniZinc to support the modelling
of weak or soft constraints (thus the slogan “MiniBrass, it’s softer than MiniZ-
inc”). In particular, it allows the modeller to name constraints, and to define
soft constraints in a number of ways, including as weighted constraints, cost
function networks, fuzzy constraints, and partial order preferences among con-
straints. The resulting system is transformed into a traditional MiniZinc model
and/or uses MiniSearch to solve the resulting problem instances. MiniBrass has
been used to solve real-world problems such as scheduling of oral exams (where
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students can express preferences for time slots) or to reach a consensus for the
lunch and dinner options available at a company retreat.

Future work in this area could aim at harmonising the syntax of MiniZinc
and the MiniBrass preference specifications; moving towards the Python-based
replacement for MiniSearch; and interfacing to solvers that have direct support
for dealing with certain types of soft constraints (such as MaxSAT solvers or
dedicated soft-constraint frameworks).

3.7 MiningZinc

MiningZinc [24] is an extension of MiniZinc to tackle pattern mining problems.
It arose from the observation that many pattern mining problems involve varied
and heterogeneous constraints on the patterns sought. MiningZinc provides the
language for specifying the pattern mining problem under constraints. Special
built-in functions are provided for common concepts in pattern mining, such as
covers. The MiningZinc system can create a problem instance either for standard
pattern mining algorithms that check conditions at the end, or for standard CP
solvers.

More recently, explicit pattern global constraints [42,4] have been imple-
mented in CP solvers by using extremely efficient internal data structures to
store and manipulate items. Thus, constrained pattern mining is now efficient
using CP directly, since the specialized algorithms are hidden inside the global
constraints.

3.8 CBLS for MiniZinc

MiniZinc was initially designed as a modelling language for CP solvers. While it
always aimed to be solver-independent, it was not initially designed to be solver-
technology independent. Early in its history, MiniZinc backends using MIP [11],
SAT [28], and SMT [10] technology were built. A much more challenging task was
to take a MiniZinc model and map it to a Constraint-Based Local Search (CBLS)
solver. The first such system, Oscar CBLS [9], showed how to achieve this. The
main challenge was to decide how each constraint is to be handled: either to
functionally define a dependent variable, to be maintained by neighbourhood
moves, or to be converted to a penalty function. The effectiveness of CBLS
backends for MiniZinc depends on how often they can avoid the latter case. This
has been a great advance for solver-independent modelling, as it was the first
case of an incomplete solving technology applied to a generic model. It is clear
that CBLS solving can scale to much larger instances than complete solving
approaches, when the mapping can avoid treating constraints as penalties to a
large degree. There is a significant amount of work still to do in making MiniZinc
easy to use with CBLS solvers, although a key step has already been achieved:
the addition of annotations to control local search strategy [8].
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3.9 Auto Tabling

Automatic model reformulation is a long term goal for MiniZinc. While Global-
izer [34] provides a semi-automatic model improvement approach by searching
for globals that might replace parts of a model, auto-tabling [17] takes a pred-
icate definition and creates at compile time a table constraint that implements
the predicate. This approach has nice synergies with the way MiniZinc allows
user-defined predicates to capture heterogeneous constraints that occur repeat-
edly in a model. By building a table constraint for such a predicate, the solver
will provide the strongest propagation possible. This can significantly improve
solving on many models. Limitations of the approach are that the tables may be
too large, or that a predicate may be only applicable to one instance, although
the second limitation often does not prevent auto-tabling from paying off. Ex-
tensions to automatic tabling considering richer compilation target constraints
for the predicate, such as MDDs or s-DDNF, have also been investigated [55].

3.10 Strings

While MiniZinc is targeted at discrete optimization problems, there are a number
of other forms of constraints that are important to solve, particularly when
reasoning about programs. One of the most important of these is strings, which
are very useful in different applications, such as program analysis. Fixed strings
have been a part of MiniZinc from the beginning, where they were used for
output creation. But variable strings are not supported.

String constraint solving is very challenging. Bounded length string solving
approaches were investigated in CP [44]. This led to an extension of MiniZinc to
support string variables [2]. Constraint programming approaches to string con-
straint solving have rapidly improved (see e.g. [3]), and they are very competitive
with SMT approaches, even though they use naive models for other constraints
required for these problems, such as the theory of arrays.

String variables or, more accurately, sequence variables (effectively arrays of
unknown length) will eventually be made part of MiniZinc.

4 MiniZinc for Education

Possibly the greatest success of MiniZinc stems from its use in education. While
it is hard to find exact information regarding the usage of MiniZinc in teach-
ing constraint programming in universities around the world, we are personally
aware of more than a dozen universities in Australia, Asia, Europe and the US,
that involve MiniZinc in their teaching. We also see evidence of its use indirectly,
when students ask MiniZinc forums about how to model their, presumably as-
signment, problems. Here we discuss some of the aspects of MiniZinc usage for
education.
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4.1 Coursera

In 2012 Pascal Van Hentenryck created a Coursera course on Discrete Opti-
mization, which was the first Massive Open Online Course (MOOC) that taught
Constraint Programming [26]. While successful, it did not really address the
modelling of discrete optimization problems. In 2014 Carleton Coffrin and Peter
Stuckey developed a course on Modelling Discrete Optimization [16], which used
MiniZinc as the modelling language for the course. The fact that he MiniZinc
IDE was released just as the courses were released, made it easy for its students
to download and install MiniZinc. The course proved to be reasonably popular,
with over 3500 enrolments, even though the material was very challenging. The
five assignments ramped up in difficulty very quickly, and only one quarter of
the students remained after the first two. Still, many students found it very in-
teresting and many established CP researchers enrolled just to see the material
and try it out. They turned out to be a very valuable resource by providing
detailed answers to forum questions.

In 2016 Jimmy Lee and Peter Stuckey revamped the modelling course, re-
placing it with two Coursera courses: “Basic Modelling for Discrete Optimiza-
tion” [32] and “Advanced Modelling for Discrete Optimization” [31], available
not only in English but also in Mandarin. These courses, taught using a unique
fable-based learning approach, have been very highly rated in Coursera. With
almost 20,000 enrolments so far, they represent one of the most popular ways
for people to get an introduction to Constraint Programming. In 2018 a third
Coursera course on “Solving Algorithms for Discrete Optimization” [33] was de-
veloped also by Jimmy Lee and Peter Stuckey. This course went beyond simply
modelling, still using MiniZinc for all the examples and assignments. This course
has already over 2,000 enrolments so far, even though it has been running for
much less time.

The Coursera courses are challenging and drop-off rates are steep, as they
are in most MOOCs. Nevertheless, the 500 students who completed the basic
modelling course represent a sizeable number of people who have been taught
constraint programming, at least from the modelling perspective. This number
is greater than the total number of students who have been taught CP in face
to face classes over the entire careers of both Jimmy and Peter put together.

4.2 Autograding

Part of creating a MOOC involves developing technology capable of grading the
assignments of many students. As part of the original MOOC, we created a
grading technology for MiniZinc models that uses MiniZinc itself as the grader.
This was refined for the fable-based learning MOOCs, to enable students to
submit assignments directly through the MiniZinc IDE. This technology has
been used to grade over 60,000 assignment submissions.

A critical part of this technology is the ability to evaluate a solution returned
by the MiniZinc model produced by the student and give an English description
of why this does not satisfy one of the constraints in the problem. To achieve this,
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a methodology was developed and implemented for writing solution checkers in
MiniZinc [15]. The auto-grading software has been part of the MiniZinc release
since version 2.3.0.

We believe it is now straightforward to set up a constraint programming
assignment using this technology, even if it does not use MiniZinc for the actual
solving. We plan to make available to the CP community a free online service
for uploading assignments and graders, and having them checked. A more fully
functional service, which actually executes the MiniZinc models of the students,
would rely on getting funding support to pay for the CPU time that this entails.

5 The MiniZinc Challenge

We have run the MiniZinc Challenge [49,52] every year since 2008. Originally,
the aim of this competition was to compare the state of the art among constraint
programming solvers. The scope has expanded since MiniZinc became a solver-
technology independent modelling language, and it now allows us to explore the
strengths and weaknesses of different solver technologies by running them on the
same models. The presentation of the MiniZinc Challenge results has become a
fixture of the annual CP conference.

Some of the features added to MiniZinc have been explicitly designed to help
run the competition. In particular, we added support for outputting objective
values and timing information in a standardised way.

Over its lifetime we have built a considerable amount of machinery in order
to run the competition efficiently. In the current iteration, solver writers must
submit a Docker image that includes their solver. To this we inject the benchmark
instances selected for the current competition and launch executions on cloud
infrastructure (currently, Amazon Web Services). This means we can now “run”
the competition in a matter of days, as opposed to the month it used to take
when we ran it on or own hardware. The 2019 competition comprised 14 solvers,
running for a total of around 500 hours of compute time.

Any solver comparison is fraught with difficulties. CP modelling covers a
wide gamut of possible problems, and no selection can be truly representative.
The MiniZinc Challenge uses 20 different problems, each with 5 instances (meant
to be of increasing difficulty). The selection tries to get a good coverage of the
global constraints used, the nature of the problems (real-world, puzzle, combina-
torics), including both optimization and satisfaction problems (biased towards
optimisation) and with no bias towards the most suitable technology (although,
since the models are CP models, this gives an implicit bias). Since many other
factors play a role in the final ranking, the challenge gives only a rough snap-
shot of the current state-of-the-art in solving. Still, it has demonstrated certain
things over the years. For example, the notion that a copying solver could not
be competitive with trailing solvers has been thoroughly disproved by the per-
formance of the copying solver Gecode. Also, the power of nogood learning CP
solvers has been comprehensively demonstrated by their excellent performance
in the challenge.
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An important effect of running the MiniZinc challenge has been the strong
incentive for solver implementers to provide a working FlatZinc interface to their
solvers that complies with the specification. At the same time, the challenge
serves as a free software testing service for solver implementers – a service we
are happy to provide.

The challenge demands the use of at least 10 new benchmark problems each
year. We would like to thank the CP community for submitting MiniZinc models
for their use in the challenge. It has had the side-effect of building a large library
of CP problems with a wide variety of different problem types, and different
modelling styles. All models and instances are made public after each year’s
challenge has finished, and this continues to be a useful resource for the CP
community in its own right.

6 MiniZinc in Practice

MiniZinc appears to be widely used in practice. Due to the open-source nature
of the project, we are not able to track precisely how and by whom MiniZinc
is used. However, to give an indication, there are around 3,000 downloads a
month of the MiniZinc system, and also aroud 3,000 distinct users accessing the
web site per month. Further, after each new release we are quickly advised of
any problems that people have encountered with the new system, indicating an
active user base.

The first deployed MiniZinc application we are aware of was an application
for scheduling heavily loaded bulk mineral ships through a complicated tidal
channel [30]. The Opturion optimization consulting company, a spinout of the
G12 project at NICTA, typically delivers its solutions in MiniZinc. Other opti-
mization consulting companies that have their own distinct solving technology
occasionally deliver using MiniZinc [23]. We even have anecdotal evidence that
commercial MIP solver companies are fielding queries from their customers about
MiniZinc models. Our own research group almost always delivers solutions to our
clients using MiniZinc, e.g. [7].

It has been delightful to observe the use of MiniZinc in areas far outside the
standard application areas of constraint programming, by people who have no
obvious connection to the constraint programming research community. There
are applications in mission planning [21], automated configuration [27], cloud ap-
plication deployment [20], mobile robot planning [29], building automation [12],
data acquisition [13], and preference elicitation [54] to name just a few.

7 A Standard CP Modelling Language

When looking at the problem of defining a standard CP modelling language,
our (one step removed) experience of the process of standardization of logic
programming made us keen to avoid committee-based approaches. Instead, our
aim with MiniZinc was to design a simple and easy to support language, making
use of all our previous knowledge from the design and implementation of Zinc [37]
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and HAL [19], and provide this as an open source platform for the community.
Our reasoning at the time was that this would provide a great starting point for
standardization.

But the desperate need for a CP standard seems to have cooled since 2007.
The community did manage to develop a Java standard for constraint program-
ming, JSR-331, which was awarded the “Most Innovative JSR of 2010”. It is not
clear how much this standard is used, and which solvers support it. While it was
extended to support mixed integer programming solvers, it does not perform
the crucial transformation of CP models into a form suitable for these solvers. It
also provides a very vanilla constraint interface, and limited search capabilities
(a problem shared by MiniZinc). With the main driver of JSR-331 leaving the
CP field, the standard seems inactive.

Early in MiniZinc’s history, there was a push for FlatZinc (and in particu-
lar an XML variant of it) to be a draft standard for solver interfacing. While
we were happy to support this process, the lack of a central community driven
organization interested in this meant that it was a limited discussion between
the MiniZinc team and various solver developers interested in having a stan-
dard. We believe it is time to revisit the question of standardization of CP. All
the competing discrete optimization technologies, MIP, SAT and SMT, have
standard ways of specifying problems, which will be accepted by many solvers
for that technology. However, MIP and SAT only (directly) support very few
kinds of constraints, which makes a common interface a rather simple problem
to solve. In contrast, SMT supports even more kinds of constraints than CP.
The SMTLIB standard, for all its flaws, shows that a community can define a
common interface to a very complex constraint system. A lack of standard is,
no doubt, hurting the use of CP in the wider world.

Of course, we would like to see MiniZinc as the standard modelling language,
and FlatZinc as the standard instance specification language. However, there
are other possible choices, such OPL and Essence for modelling languages, and
XCSP for instance specification languages. Given our position, we are not the
right people to drive a standardisation push for constraint programming. But,
we hope that the community recognizes the importance of standardization and
reignites efforts in this direction.

8 The Future of MiniZinc

MiniZinc is not a finished product. There are always new avenues to explore
in extending it to larger problem classes, or improving its ability to define and
solve problems. This section discusses current weaknesses of MiniZinc and how
we plan to tackle them, as well as some of the longer terms goals for the language.

8.1 MiniZinc Weaknesses

Programmed Search: MiniZinc is clearly one of the first experiences of con-
straint programming for many people. It is a pity, therefore, that one of the key
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abilities of constraint programming, the ability for modellers to define their own
search strategy, is very limited in MiniZinc. Hence, these people are not exposed
to the full power of constraint programming.

Part of this is inevitable: MiniZinc is a modelling language, and not tied to
any particular solver, while programmed search tends to be very different for each
solver. Secondly, extending search capabilities in MiniZinc is useless unless the
CP solver writers also support this capability. While we have extended MiniZinc
to support more powerful search capabilities (e.g. [40,18]) developing a full power
programmable search interface that is supported by many CP solvers remains a
challenge.

Richer types: MiniZinc’s type system is currently limited to basic types (inte-
ger, Boolean, float, string) as well as sets and (multi-dimensional) arrays of basic
types. Models therefore typically consist of several arrays indexed by the same
set, where each array represents a different aspect of an object to be modelled.
A typical example could be the starting time, chosen machine and duration
of a task in a scheduling problem. A more natural model would make use of
structured types such as records and tuples, if not a full object-oriented type
system. This would also provide cleaner interfaces to other languages such as
C++, Python, Java or JavaScript, and would provide full interoperability with
structured data files in formats such as JSON or YAML. Another limitation of
the current type system is that functions and predicates are not first-class, i.e.,
they cannot be passed as arguments to other functions and predicates. The full
Zinc language had support for record types, tuples and first-class functions. We
aim at porting this functionality to MiniZinc in a future release.

Integration in Applications: The current MiniZinc toolchain relies on a com-
piler that parses a textual MiniZinc model and data, creates a textual FlatZinc
model that gets sent to the solver, whose textual output is sent back to MiniZ-
inc’s output processor, which generates the final text output format. In order to
integrate MiniZinc into a larger application, it is therefore necessary at the mo-
ment to provide the model and data in text format, launch the external MiniZinc
process, and parse its text output in order to import the solution back into the
application.

For some applications, this works very well. For instance, it lends itself to
the provision of RESTful MiniZinc web services, which are easy to access from
existing applications due to the wide availabilty of client libraries. A RESTful
MiniZinc server component is planned to be released as part of one of the next
versions of MiniZinc.

For web-based applications, an alternative to a MiniZinc server component
is to execute MiniZinc directly in the web browser. This is made possible by
compiling the entire MiniZinc toolchain into JavaScript or WebAssembly. A set
of JavaScript wrapper libraries that provide a convenient API is available from
https://gitlab.com/minizinc/minizinc-webide. These libraries are currently re-

https://gitlab.com/minizinc/minizinc-webide
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leased as a developer preview, but they will become part of the regular MiniZinc
releases.

Optimisation technology can be an important component of data analysis
and data science projects. Many of these are based on Python as the common
scripting and glue language. A prototype Python API for MiniZinc is available
from https://gitlab.com/minizinc/minizinc-python, which makes it easy to pass
Python values as data to a MiniZinc model, and pass solutions back to Python.
As explained in Section 3.4, this Python interface will serve as the basis for more
powerful, incremental scripting functionality that enables the implementation of
rich meta-search algorithms, while at the same time making it easy to integrate
MiniZinc into end-to-end data analysis pipelines.

Finally, some applications may require a more direct integration, either for
efficiency or deployment reasons. One of the goals of the original reimplemen-
tation of MiniZinc for version 2.0 was to provide a low-level, C and C++ API
that would enable linking to MiniZinc as a library from higher-level languages
or applications. The completion of this API support is one of the goals for the
next major release of the system. Indeed, the API will also form the basis for
the Python and JavaScript interfaces.

Real Numbers: While MiniZinc is designed for discrete optimization problems,
many problems involve both discrete and continuous variables. MiniZinc provides
a (double precision) floating point type float to express continuous variables.
However, support for this type is limited, since many CP solvers do not handle
floats. The solvers that do support continuous variables typically are much more
careful about continuous variable operations (even adding two fixed floating
point numbers can give the wrong answer), relying on safe interval arithmetic.
MiniZinc is at present unsuitable for such problems, since the compiler uses
(unsafe) floating point number operations, and may therefore introduce rounding
errors into the FlatZinc that result in incorrect solutions or unsatisfiable FlatZinc
programs.

We plan to add a real variable type to MiniZinc to differentiate the cases
where we need to worry about exact arithmetic. All processing on reals will
make use of interval operations, which can then be passed directly to underlying
interval solvers. Of course, this is an overkill if the underlying solver, for example
a MIP solver, treats continuous variables in an inexact manner in any case.

Slow Compilation: MiniZinc was originally designed for CP models which,
given their use of global constraints, typically only require 1000s of constraints to
model very complex problems. However, now that MiniZinc is a solver-technology
independent modelling language, it is often used to generate MIP or SAT mod-
els, which typically require many more constraints. For these kinds of models
the compilation overhead can become significant. MiniZinc was also designed for
tackling NP-complete problems, where the solving time is likely to be consider-
able. However, many applications of MiniZinc use it just as a convenient high

https://gitlab.com/minizinc/minizinc-python
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level specification of problems that are actually easy to solve. For these kinds of
problems the compilation time may be longer than the solve time.

We have started work on an incremental MiniZinc compiler, which compiles
the model independent of the data to a low-level byte code. The byte code is then
executed with the data. We expect this to considerably reduce the compilation
overhead of MiniZinc. More importantly, it will allow us to build models incre-
mentally, which is commonly required for more complex applications involving
large neighbourhood search, lexicographic objectives, or stochastic optimization.

8.2 Future Extensions

Many features of MiniZinc have been explored in a research context, but not
necessarily made it into the released system. This includes many of the exten-
sions examined in Section 3, which will eventually be part of the release system.
They already form a significant backlog of features that need to be made robust
enough for a full release. In addition, we would like to see MiniZinc directly
supporting Nested Constraint Programming [14], where modellers can specify
constraints that are themselves defined by optimization sub-problems. This is a
highly expressive formalism that allows the formulation of stochastic constraint
satisfaction/optimization problems, quantified constraint satisfaction/optimiza-
tion problems, bi-level and multi-level programming, and many others. The syn-
tactic changes required for MiniZinc to support this are minimal. The real chal-
lenge lies in building solving technology that can effectively solve such a complex
class of problems.

9 Conclusion

MiniZinc has come a long way in its 12 years. We would argue that the high
level view of modelling pioneered by the CP community is the correct way to
view modelling. In fact it is probably the most important contribution that CP
will give to the field of optimization in general. It is already clear that MiniZinc
models can profitably be executed using MIP, SAT, SMT, or local search solvers,
not just finite domain propagation engines which are the core solving technology
developed in CP. MiniZinc provides a channel to engage optimization researchers
from other fields by showing them the advantages of the CP modelling view.

As far as we can tell, the MiniZinc paper is the second most cited paper to
ever appear in the Constraint Programming conference series (after the seminal
paper by Paul Shaw on Large Neighbourhood Search [45]). We take this to
indicate that modelling is a critical component of constraint programming, and
that MiniZinc defines a strong modelling solution for the application of constraint
programming and other discrete optimization technology.
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